
 

 

Sensitive Information Exchange:   
A NEW SECURITY FRAMEWORK 

Sensitive information  
sharing is vital to home-
land security efforts  
and new forms of  
trusted commerce. 

 

 

SWARM technology  
enables organizations  
to build the trust  
required to share  
sensitive information. 

 

 

Swan Island has developed 
and deployed critical  
security technologies to 
help interconnect federal, 
state and local homeland 
security stakeholders in 
whole new ways. 

KEY  PO INTS  

The old bromide in high tech that “bits are 
bits” is not quite true.  Some types of 
information can be reduced to their digital 
elements, and rather seamlessly integrated 
into the great global computing grid.  Other 
types come with strings attached:  
requirements that data be controlled, 
managed or limited in its access and 
distribution.  This later type of information is 
known, generally, as sensitive information. 

The most common types of sensitive 
information include:  

• public safety and national/homeland 
security information;   

• business information, such as 
confidential trade secrets or financial 
data, and proprietary intellectual 
property;  

• critical infrastructure data, such as maps, 
plans and blueprints;  

• and privacy-related, personally 
identifiable information (PII).  

In the world of government, information 
that is in some way sensitive, or vital to 
national security, falls into one of two 
general categories:  classified, or sensitive 
but unclassified (SBU).  Within the realm 
of government, this paper is concerned 
only with the non-classified, or SBU, 
information types. 

Within both the public and private 
sectors, the management of sensitive 
information is nothing new.  Cyber 
security and information assurance 
systems are used by nearly every 
government agency and private 
enterprise in America.  In fact, sharing 
sensitive information within a modern 
organization is commonplace.   The 
difficulty comes when sensitive 
information must be shared across 

organizations.  In a world where 
organizations’ computing platforms, security 
standards, operational policies and 
procedures, needs, priorities, and cultural 
practices vary tremendously, even the most 
routine kinds of sensitive information 
exchange can be challenging. 

The tragic events of 9/11, 2001 brought a 
renewed sense of urgency to the problem of 
sensitive information exchange among 
organizations.  Failure to get the right 
information to the right people when it 
mattered most led to intelligence failures 
prior 9/11, and emergency response failures 
afterward, costing lives and creating 
unnecessary vulnerabilities.  This 
“connecting the dots” issue made headlines, 
and found its way into speeches in Congress.   
Suddenly, cross-organizational sensitive 
information sharing became a national 
priority. 

Yet since 9/11, despite some pockets of 
improvement, very little progress has been 
made toward developing a generalized, 
structured solution to the cross-
organizational information sharing problem.  
This paper explores certain thorny problems 
that have been impeding this progress, and 
outlines a new conceptual framework that 
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Figure 1. SWARM is targeted for Sensitive Security 
Information and Sensitive But Unclassified information.  
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holds promise not only for government 
agencies to begin sharing sensitive 
information more effectively, but for wide 
swaths of the private enterprise 
marketplace as well.  The key to this 
model is the notion of community-based 
sensitive information sharing networks:  
new kinds of local, highly secure IT 
systems than create, in effect, a new layer 
of trusted information exchange among 
key public safety stakeholders at the state 
and local level.  

This new framework for information 
sharing grows out of our experience in 
building and operating the RAINS’ 
Connect & Protect™ network, one of the 
first community-based information 
sharing systems in the country.   Connect 
& Protect (C&P) is an automated, highly 
secure information sharing and alert 
notification system for homeland security 
and emergency response.  First deployed 
in Portland, Oregon in August 2003, C&P 
transmits emergency incident information 
from the City of Portland’s 9-1-1 center in 
a targeted, highly secure fashion to 
concerned public safety stakeholders, 
including: 

• first responder organizations  

• local federal agencies  

• state and local government  

• key businesses such as hospitals, 
hotels and large employers 

• building owners and managers public 
and private schools   

These stakeholders receive sensitive, non-
public information, including emergency 
incident alerts and related response 
information, whenever an incident with 
the potential to affect their organization 
occurs.  They receive this information 
directly from official, trusted sources, on 
their PCs, cell phones and pagers. 

C&P also supports additional information 
sharing within subgroups on the system; 

currently, for example, a number of 
hospitals are exploring use of the system 
to improve coordination among local 
emergency rooms, trauma centers and 
medical first responders, in everything 
from blood supply to number of doctors 
on duty. 

Connect & Protect is a technology 
initiative from RAINS, a national 
nonprofit public/private partnership which 
began in Oregon in 2001.  RAINS 
members spearheading C&P include the 
Oregon University System, the Oregon 
Economic and Community Development 
Department, multiple 9-1-1 and 
emergency operations centers, and a 
coalition of high-tech companies. 

One word of caution:  Connect & Protect 
is a new program, and certainly too early 
in its lifecycle to deliver any absolute 
answers.  Consequently, the ideas outlined 
in this paper should be considered a set of 
working hypotheses that need to be 
continually challenged, tested, and 
changed.  Nevertheless, our experience 
with C&P is beginning to suggest certain 
successful strategies that may be helpful 
in jump-starting sensitive information 
sharing efforts—and in pointing the way 
toward a new security framework focused 
on what happens between and among 
trusted organizations, not just inside them.  

The Need to Share 

The United States’ new domestic military 
force, Northern Command, is one 
example of renewed federal government 
focus on homeland security following 
9/11.  NORTHCOM, as it is commonly 
known, has a primary mission of 
coordinating internal military resources in 
the event of attacks to the homeland, and 
acting as an emergency response resource 
when called in by an appropriate federal 
agency.  As a new force with a unique 
homeland security focus, NORTHCOM’s 
leadership has tried to inculcate a new 
culture and style consistent with its 
mission.  At the heart of this new military 
culture is a key NORTHCOM slogan:  
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“Moving from need to know, to need to 
share.” 

This constitutes radical thinking for a 
branch of the U.S. military—and 
undoubtedly grows out of new 
perspectives about homeland defense in 
the wake of the terrorist attacks of 9/11, 
and the continuing threat of asymmetric 
warfare inside the United States.   This 
slogan is also a policy, affecting 
information procedures and technology.  
It reflects an understanding that 
information about internal threats, 
vulnerabilities and situational status—
when efficiently collected, analyzed and 
re-distributed—is the first line of defense 
for homeland security efforts.  Military 
style “need to share” doctrines also 
reflect, by the very nature of military IT 
systems and practices, the notion of 
information superiority:  of leveraging 
technology to create decisive strategic 
advantage.  The information being 
delivered must be timely, authoritative, 
precisely targeted, and actionable.   

The big difference between homeland and 
other external defense efforts is the extent 
to which the assets that need protecting 
are in private, civilian hands.  The threats 
and vulnerabilities NORTHCOM is 
interested in knowing about are not 
limited to what’s inside its own 

“stovepipe”—but include those relating to 
airlines, maritime operations, customs and 
cargo, gas and electric utilities, cyber 
systems, terrorist cells in American cities, 
and so forth.  Sharing sensitive 
information inside a hierarchical military 
stovepipe is relatively easy; sharing it in 
the messy, heterogeneous civilian world, 
where the real threats and vulnerabilities 
are, is not.  

Furthermore, nothing is more asymmetric 
in the new war on terror than the array of 
potential targets inside this country, 
compared to the number of identifiable 
targets of the shadowy enemy.  In the 
Cold War, potential targets could be 
predicted realistically to consist a handful 
of key cities and military installations.  In 
this new war, every pipeline, 
telecommunications hub, port, border and 
airline terminal—just to name a few of the 
more obvious—could become a target in a 
terrorist’s sights.   

In a sense, all homeland security is local.  
Key pieces of the job, therefore, are the 
responsibility of America’s 80,000+ local 
jurisdictions.   The challenge of sharing 
information up, down and across just 
these many layers of government is 
daunting enough; adding critical 
infrastructure providers (utilities, 
hospitals, transportation providers, banks, 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Sharing sensitive  
information inside a hierar-
chical military stovepipe is 
relatively easy; sharing it in 
the messy, heterogeneous 
civilian world, where the 
real threats and  
vulnerabilities are, is not.  

 

Figure 2. Connect & Protect network enables sensitive information sharing between federal, 
state, and local homeland security stakeholders..  
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telecommunications operators…) can 
make the goal of sensitive information 
sharing seem almost unattainable. 

Other Drivers of Sensitive 
Information Systems  

Fortunately, homeland security is not the 
only driver of new sensitive information 
systems.  The general level of emergency 
preparedness and response—or 
“operational resilience” as it is being 
called in the financial services sector—is 
also improved when a community’s 
emergency management system is able to 
exchange timely, often sensitive 
information with key local organizations.  
Global supply chains linking suppliers, 
manufacturers and even customers in a 
single sensitive information system are 
also emerging.  The more advanced are 
experimenting with RFID technology that 
permits the tracking of individual 
components and products as they make 
their way from company to company, and 
country to country.  Health programs for 
coordinated emergency response or 
syndromic surveillance, new national law 
enforcement communications systems 
(notably, JRIES), and cross-jurisdictional 
mutual aid systems are also beginning to 
sprout up in individual domains. 

Intuitively, for both homeland security 
and commercial reasons, more and more 
organizations seem to moving toward a 
philosophy of “moving from need to 
know, to need to share.” They understand 
that sophisticated use of targeted, reliable, 
timely information can pay dividends in 
efficiency, productivity and public safety.  
Yet, practically speaking, the goal of 
robust national and local systems that 
enable the sharing of sensitive 
information across organizations remains 
largely unrealized.  We may have 
information superiority in foreign theaters 
of war; we do not yet have it in homeland 
security systems inside the United States. 
 

 

The Tragedy of the Commons 

Early American settlers set aside 
community-owned pastures, called 
commons, where the villagers' livestock 
could graze. Unfortunately, while 
livestock owners had an incentive to avoid 
overuse of their own private fields (so 
they would remain productive in the 
future), this self-interest did not extend to 
the commons. As a result, overgrazing 
soon turned these early American 
commons to dust, and they became 
useless.  This failure of purely private 
incentives to properly generate and 
maintain common, public resources is 
known to economists as "the tragedy of 
the commons."  

At the community level, sensitive 
information sharing resembles the original 
grazing commons:  sensitive information 
is costly to generate, organize and 
distribute; and its value to any one 
individual organization may not be 
sufficient to justify the cost of system 
operation and maintenance (a true tragedy 
of the commons dilemma).  Yet there is a 
flip side to this problem as well:  if any 
one organization has such a big stake in 
this kind of “digital commons” that it 
launches and operates the system for its 
own purposes, other organizations will 
shy away from viewing it as a commons 
operated for the public good. 

One key to breaking through the Tragedy 
of the Commons dilemma is to realize that 
unlike a grazing commons, a community-
based sensitive information sharing 
network is not a zero-sum resource.  
Decidedly unlike a grazing commons, a 
community network for sensitive 
information sharing grows in value with 
the number of organizations who use it.  It 
demonstrates, in other words, the classic 
network effect first identified by Bob 
Metcalf (“the value of a network increases 
exponentially with the number of users on 
the network.”) 
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A good example of the network effect 
came in our early operation of Connect & 
Protect.  One key goal of the program was 
to link the Portland Public Schools system 
with the local emergency management 
network—specifically, by sending real-
time emergency alerts from Portland 9-1-
1 to the schools.  Once this system was 
installed, the local county probation board 
heard about it—and decided to take 
advantage of it to distribute sex offender 
information to these same schools.  The 
fact that the probation board is on the 
system now is creating new possibilities 
for connecting with local law 
enforcement.  The system’s value, in other 
words, continues to grow with the number 
of users linked into it. 

An appreciation of the Tragedy of the 
Commons dilemma helps explain why—
9/11 notwithstanding—so few sensitive 
information sharing systems have 
emerged over the past two years.  Truly 
neutral sensitive information sharing 
systems that inter-connect whole 
communities of trusted users are 
especially hard to start, and hard to 
operate during the early stages of 
development.  The promise of network 
effect value—combined with an 
understanding of the true requirements of 
a sensitive information network—point 
the way out of that dilemma.  

Requirements of a Local Sensitive 
Information Network 

Community-based, public safety 
information sharing systems—systems 
that address fundamental questions about 
how best to move sensitive information 
among a community of trusted 
organizations—require, first of all, a 
certain critical mass.  A significant 
number of key local “wagons” must be 
circled into a working group that is 
willing to participate (if not pay), right 
from the start. 

In Portland, we were able to do this 
through the non-profit, public/private 
partnership, RAINS (for Regional 

Alliances for Infrastructure and Network 
Security).  By holding a series of local 
homeland security events, attended in 
aggregate by thousands of people, the idea 
of sensitive information sharing achieved 
a high local profile.  RAINS then 
distributed a trial software system to over 
50 homeland security organizations 
statewide, and tested the system for six 
months.  Connect & Protect, and direct 
integration with the Computer Aided 
Dispatch, or CAD, system at Portland 9-1-
1, grew directly out of this testbed 
program. 

While the idea of member-based non-
profit partnerships operating a trusted 
electronic “commons” is not new—that is 
a nearly precise description of the major 
credit card clearing networks, for 
example—it is a new notion for 
community public safety systems. RAINS 
itself, as the initial prime mover of the 
system, is not a requirement for 
information sharing systems, but some 
means of getting a critical mass of local 
organizations together is.  Indeed, groups 
in Augusta, Minneapolis, Syracuse and 
San Diego are in various stages of 
organizing RAINS-like community 
groups to promote the development of 
information sharing systems, without 
forming a RAINS organization per se. 

(Of course, nothing will help groups like 
these rally round the information sharing 
flag like federal government dollars.  And, 
through the Office of Domestic 
Preparedness formula grant program, the 
Urban Area Security Initiative and other 
homeland security grant programs to the 
cities and states, these dollars are indeed 
beginning to flow.) 

Once a group of system users has been 
assembled, the next requirement is to 
select a central authority for the system, at 
least in an ad hoc sense.  This authority is 
responsible for the kind and quality of the 
information on the system, and for 
approving and certifying the users of it.  
In the first stage of the Portland Connect 
& Protect, the Portland Bureau of 
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Emergency Communications (BOEC) 
played this role; however, agreements are 
already in place to move this role to the 
Oregon Emergency Management, the 
state’s central emergency agency, as the 
system grows beyond Portland.  The 
Oregon National Guard has also indicated 
an interest in participating in C&P, and 
would likely be the ideal, central authority 
of C&P in Oregon. 

The first two requirements, therefore, are 
to:  

• establish a “need to share” mentality;  

• assemble a critical mass of useful 
information and trusted users to make 
the sharing meaningful.  

The next step—and an absolutely vital 
one, in our experience—is to provide a 
security framework upon which trusted 
information exchange can flourish. 

Sensitive information, of course, has 
always been exchanged among 
organizations in Portland, long before 
Connect & Protect.  The problem, in 
Portland and elsewhere, is that this 
sharing most commonly came in the form 
of phone calls, faxes, conversations at 

incident sites and a variety of other 
unstructured information transactions of 
questionable security and random 
effectiveness.  These informal systems 
sometimes work well, sometimes don’t. 
At the very least, they fall far short of the 
information superiority standard. 

Connect & Protect’s innovation in 
Portland is to provide structured data 
exchange—in ways that are highly 
automated and considerably more 
efficient, and more secure, than a phone 
call, radio communication or fax. 

In a series of recent interviews with C&P 
participating organizations, the most 
active users consistently remarked that 
faith in the system’s security is vital.  
Only when participants feel confident that 
their sensitive information is properly 
protected, do they actually open the gates 
and allow data in and out of their 
individual domains. 

C&P’s security framework will be 
discussed in more detail below.  At this 
point, suffice to say that proper security is 
a key system requirement. 
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data exchange—in ways 
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Figure 3. Connect & Protect connects many different homeland security stakeholders, both 
public and private, delivering information to provide better protection. 
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Closely related to the security in the 
hierarchy of requirements is ease of use.  
Simply put, the payoff for each participant 
must be greater than the amount of effort 
required to join and stay on the network.  
Given the Tragedy of the Commons 
problem—i.e., that the general community 
benefit is often greater than the immediate 
individual payoff—it is essential that the 
burden of participation be kept quite low, 
especially at the beginning. 

For this reason, a sensitive information 
sharing network must be delivered to 
nearly all participants as a no-to-low-cost 
managed service that easily rides on 
existing computing environments.  The 
technical system requirements for a C&P 
user, for example, are essentially a 
Windows PC, an Internet connection, and 
an installed C&P client application which 
automatically controls all system security.   
On the backend, ease of use, scalability 
and interoperability requirements suggest 
the need for a contemporary Web Services 
platform, a practice which C&P adheres 
to. 

After a participant is installed on the 
system, it quickly becomes clear that the 
next serious requirement is information 
targeting.  This is important not only 
when publishing information on the 
network—such as when the parole board 
targets schools with sensitive sex offender 
profiles—but also when receiving it.  Too 
much information is as bad or worse than 
too little.  The system must intelligently 
sort information, and deliver it only to the 
right person.  In the C&P system, we do 
this by sorting individual organizational 
profiles along three vectors:  organization 
type, geographical location and security 
level (as established by the local central 
authority—BOEC, in the case of C&P).   

Information targeting is a never-ending 
process.  Dynamic and difficult, it is 
nonetheless enhanced significantly 
through human as well as technical 
interactions.  In our C&P program, 
roundtable discussions with users of the 
system have proven to be of more help in 
improving targeting than any amount of 

technical data—an argument, by the way, 
for local information sharing systems, and 
bottom-up growth vs. top-down 
architectures, even when building  
nationwide systems.   

Once targeting is working adequately, the 
next step is to make certain that the 
system can be relied upon in an 
emergency.  This is a big step, and one we 
have in no way completed at Connect & 
Protect.  Emergency systems, with lives 
on the line, take time to be woven into 
emergency management systems.  But we 
have already identified two central 
requirements in order for information 
sharing systems to be successful in 
emergencies: 

• they must be used everyday, so they 
will be trusted and well understood in 
a crisis; 

• they must be highly survivable…so 
they provide assistance even in 
during network anomalies and 
failures. 

C&P addresses the everyday use issue by 
including homeland security news links; 
local weather; situation advisories; and 
everyday (targeted) emergency alerts from 
9-1-1.  With respect to survivability, C&P 
has incorporated that notion into its core 
architecture…and into its new security 
framework. 

The C&P Security Framework 

Within the RAINS alliance of cyber and 
homeland security vendor companies, 
Swan Island Networks has been the chief 
promoter, architect and operator of the 
C&P program.  The SWARM® system 
(pat. pend.) serves as the foundation 
software technology of the network.   

The key design principle for SWARM 
was this:  what set of features, and what 
overall architecture, will best promote 
sensitive information sharing among 
trusted organizations? 
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To answer that question, the Swan Island 
Networks team conducted a Hundredth 
Window Analysis (see The Hundredth 
Window:  Protecting Your Privacy and 
Security in the Age of the Internet; Simon 
& Schuster; 2000; by Charles Jennings 
and Lori Fena.)  The hundredth window, 
in computer security parlance, is the 
single open window in a house where 99 
other doors and windows are locked and 
barred:  the weak link in the chain, in 
other words, where intruders are most apt 
to strike.  One of the key precepts of a 
hundredth window analysis is that putting 
more locks and bars on already locked 
windows will not improve security; the 
important point is to find, and better 
secure, the open window. 

If all the above assumptions about 
information sharing requirements are 
correct, the hundredth window for a 
contemporary information sharing system 
is the Windows PC.   When it comes to 
security, this workhorse of the modern 
American workplace is a leaky bucket. 

This less than shocking assertion shall go 
unsupported in this paper, except to say 
that the Windows PC uses an open 
architecture designed to enable end users 
to add applications, manipulate content 
and freely exchange ideas and 
information.  With this architecture, the 
results in productivity and creativity have 
been staggering.  However, the 
information stored on these devices is at 
risk from many sources: external attacks 
by Trojans, viruses and other system 
intrusions; and internal failures, including 
the most common—unintentional 
exposures done by employees lacking 
either the discretion or training to handle 
sensitive materials.  The Windows PC, of 
course, is not alone in its security 
vulnerabilities.  Experts agree that no 
computing system is absolutely secure.  
The best that one can hope for with any 
computing system is security that is 
appropriate to a particular situation and 
set of resources. 

 

In the case of information sharing 
systems, classified level security is over 
the top.  It is too expensive, its clearance 
processes too cumbersome, and its intent 
too need-to-know oriented to be 
appropriate for the huge civilian sensitive 
information challenge.  SBU level 
security is fine, but vague.  SBU today, 
while a security classification of official 
federal standing, is, frankly, all over the 
map.  Each federal agency sets its own 
SBU standards…and there is no sign that 
this situation will change anytime soon. 

The appropriate security for a C&P-type 
system is, simply, enough to do the job.  It 
must raise the bar above current inter-
organizational information sharing 
practices (not hard); and, it must at least 
address the hundredth window problem of 
the Windows PC (hard). 

Since any computer-based information 
sharing system that does not include 
Windows PCs as a key component is not 
at all practical, Windows’ system security 
weaknesses must be improved if 
confidence in the system is to be 
achieved. 

One important way that SWARM 
addresses this problem—and that of 
information survivability—is through 
secure caching.  With this approach, a 
highly secure file storage and security 
control system is installed on each user’s 
machine.  The result is not classified level 
security, but a big step up from normal 
everyday Windows use. 

The main purpose of secure caching is to 
tighten the controls on a Windows 
desktop so that information can be 
controlled by the sender even after it has 
arrived on a user’s machine.  Thus, a 
publisher of sensitive information can 
control not just who gets the information, 
but how that information can be used.  
The ability to cut, copy, edit or send that 

 

The main purpose of 
secure caching is to 
tighten the controls on 
a Windows desktop so 
that information can 
be controlled by the 
sender even after it 
has arrived on a user’s 
machine.   
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information may be limited, or eliminated.  
Information may be allowed to be viewed 
once, only—or within a certain time 
period.  Not only does the SWARM 
system provide these controls on a 
Windows PC, but it also provides a full 
audit trail of how and when all such 
content was received, and used.  
Essentially, a secure cache operates as a 
kind of digital safety deposit box inside a 
Windows PC. 

The Windows PC, it should be noted, will 
likely become much more secure in the 
future.  Microsoft, along with Intel, IBM 
and others, has embraced the Trusted 
Computing Platform architecture, and will 
be incorporating it into the release of its 
Longhorn operating system, due 
sometime in the last half of this decade.  
In this computing architecture, encryption 
“secrets” are embedded in the PC 
motherboard, providing very highly 
secure tunneling up and through the 
operating system.  Windows PCs, one 
day, will indeed become much more 
secure.  Until then, secure caching offers a 
temporary solution—and a foundation for 
information sharing development that will 
only improve with the advent of a wide-
scale Trusted Computing Platform.  

Secure caching also increases information 
survivability, since information is 
continually forwarded and stored on a 
user’s machine, in background operations.  
Thus, information such as first response 
guidelines to numerous WMD attacks and 
other natural hazards can be stored on a 
local SWARM cache—and accessed in an 
emergency, even when network 
connections are down, or unavailable (due 
to “friendly denial of service”.) 

With that as background, let us now 
examine the SWARM system architecture 
in detail. 

SWARM Architecture Overview 

The SWARM System consists of three 
major components. 

The SWARM Keeper— Provides 
administrative tools for managing users, 
assigning policy to users and information, 
publishing tools and reporting. Keeper 
tools can be used outside firewalls and 
even on scene in the field, but require a 
connection to publish new information. 
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Figure 4. Overall SWARM components showing SWARM Keeper, SWARM Hive, and Scout 
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SWARM Hive—Provides automated 
processing for information publishing 
information to the Scout client software. 
The Hive authenticates requests from field 
clients and delivers a custom list of 
information to deliver to the scout client 
based on the policy set for that user and 
information. The Hive aggregates Scout 
activity logs making them available for 
reporting and building audit trails. 

Scouts—end-user client software used to 
view sensitive information. Scout stores 
sensitive information in a highly secure 
local cache on the PC and protects that 
information with secure viewers when it is 
displayed. User authentication providers 
further information protection by limiting 
viewing to only known users. Scout 
maintains an activity log of how the user 
interacts with the client and content and 
periodically delivers this to the SWARM 
Hive for reporting.  Complete information 
is delivered to PC based Scout clients, 
while incident notifications are sent to 
PDAs and SMS enabled cellular phones. 

SWARM has been designed to fit within 
the constraints of most IT environments. 
SWARM leverages commercial off-the-
shelf technologies and a light footprint to 
provide advanced functionality. Because 
SWARM uses only port 80 for 
communications and web services for 
transactions, it fits into most IT security 
model without requiring significant 
reconfiguration.  

SWARM System Security Model 

One of the most important features of the 
SWARM system’s overall security 
framework is the that that nearly all of it 
occurs in background operations, 
automatically.  Except during the initial 
sign-up process discussed below, users 
access the system with only a user name 
and password—even while participating 
in a system that offers much higher 
security and information assurance than is 

usually the case with password gates. 

Swan Island’s security for information 
protection is segmented into two distinct 
models.  The client security model is used 
to protect information that persists in local 
storage at the end nodes; and the 
transaction security model is used to 
secure all information transactions that 
occur between the Scout clients and 
SWARM Hive. 

Scout Client Security Model 

Unlike portals, or other solutions 
requiring a continuing network 
connection, SWARM was architected to 
provide significant levels of information 
survivability in the kinds of severe crises 
that often disrupt network operations.  To 
accomplish this while still maintaining 
high security and user authentication 
standards, Scout’s offline authentication is 
accomplished by a user supplied ID and 
password.  These two pieces of 
information are then combined with the 
unique serial identifier embedded within 
each installation of Microsoft Windows, 
creating a 128-bit key—unique to an 
individual user at a single workstation—
that is used to encrypt and decrypt all 
information transfers to and from the 
cache. 

However, this alone does not provide 
secure access to the cache.  The system 
level cache driver, the software that 
facilitates the actual transfer of 
information from Scout’s application 
interface to the surface of the hard drive, 
is bound so that it will only communicate 
with Scout.  This binding insures that no 
other application, other than those 
provided by a trusted SWARM system 
operator, will be capable of reading or 
writing to the cache. 

Additionally, Scout utilizes special 
message-hooking when displaying 
information to enforce the preauthorized 
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information usage rules set by content 
publishers.  This allows Scout to control 
the Cut/Copy/Paste operations, as well as 
information forwarding and printing. 

SWARM Hive Security Model 

When an active network signal is present, 
Scout will automatically attempt to 
connect and transfer data to and from the 
SWARM Hive which has been developed 
using Microsoft .NET web services.  Web 
services have quickly become the 
transport of choice for Internet 
transactions and therefore enjoy broad 
industry support.  They are also widely 
accepted standards for security, 
authentication, policy and other protocol 
controls. 

WS-Encryption provides the baseline 
standard for the implementation of secure 
information exchanges between web 
applications and their clients.  The Scout 

client employs this method of protection 
during all communications with the Hive.  
To facilitate this, a shared secret must 
exist between the Hive and Scout, one that 
is aligned with Scout’s local 
authentication method and one that also 
insures that the right Scout user on the 
right computer with the right cache is 
attempting to connect. 

During communications with the Hive, 
Scout creates a random 256-bit cipher key 
and encrypts the information to be 
delivered.  That key is then wrapped using 
the shared secret that is in place between 
the Scout and the Hive.  It is important to 
note that the security model does not rely 
on PKI (Public Key Infrastructure).  PKI 
as a protection model does not scale and 
cannot be widely distributed, efficiently.  
Therefore, a more capable “shared secret 
key” model is used; one that is consistent 
with the requirements of the information 
types to be distributed using SWARM, 

 

Figure 5. SWARM security architecture. 



 

 

and one that provides appropriate levels of 
user restriction and control. 

The exchange of secret keys occurs when 
new users are added to the system.  New 
users must first go through the process of 
being invited into the system.  This is 
typically done by sending an email to the 

prospects which contains the link to the 
secure signup pages. 

The signup process collects all pertinent 
user information and includes a 
declaration of job function, security level 
and initial location of interest.  Once 
completed, the user is directed to 
download and install the client software; 
meanwhile, the user’s request is sent to 

the SWARM administrators, who check 
the information for accuracy, validate any 
of the user’s assertions.  The user is then 
allowed into the system as requested, is 
asked to provide additional information to 
support his assertions, or is denied access 
completely. 

Once a SWARM administrator accepts 
the user’s request for participation in the 
SWARM, an email containing a unique 
installation code is automatically 
generated and delivered to the user.  This 
installation code is used one time during 
the installation process of the Scout client 
software.  During this run, Scout records 
the Windows serial identifier and 
transmits it to the Hive.  This completes 
the shared secret transfer and, going 
forward, the Hive will now recognize the 
Scout as a valid installation.  The install 
code is recorded in the secure cache and 
will be used automatically by the Scout 
client to protect information transfers. 

RAINS Open Specification 

Though SWARM is the foundation 
technology for the C&P program, it is 
only one of a number of security-
enhancing products in the RAINS 
information sharing solution.  All the 
companies in the RAINS solution adhere 
to RAINS open specification for sensitive 
information sharing, an emerging standard 
ultimately determined by RAINS 
public/private board of directors. 

Swan Island Networks, and indeed all the 
participating companies in the RAINS 
coalition, believe that open specifications 
that allow broad vendor participation are  
essential to improving information sharing 
in America.   

The new security framework pioneered by 
Swan Island Networks in the Connect & 
Protect program may be yet in its early 
stages, but all indications are that it is, at 
the very least, providing valuable 
lessons—ones  that can also be applied to 
similar efforts around the nation. 
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Companies contributing to the RAINS open specification for 
sensitive information sharing include: 

Tripwire Inc.—Tripwire provides a suite of products and services that protect and 
monitor networks and data, from firewalls to router state-analysis systems. Its web-
based console provides dynamic checks of unwanted alterations to configuration 
files, and enhancing overall system and data integrity. 

Kryptiq— Kryptiq's software securely connects subscribers to each other using 
email.  The company's products include the Kryptiq Secure Email Gateway and the 
Kryptiq Workflow Control Engine, which provide HIPAA-compliant secure email 
communication and intelligent data transport in the healthcare sector, with strong 
application to the homeland security market.  In a RAINS-Net system, Kryptiq’s 
solution can quickly and securely extend elements of the system to external 
participants. 

FORTiX—FORTiX is an Internet hosting provider with a premier Internet Data 
Center in Hillsboro, Ore.  The center boasts a Cisco-powered network, redundant 
Tier 1 connections to the Internet, redundant uninterruptible power supplies, dual 
electrical grids, diesel backup power generation, and 24/7 monitoring of the 
network and physical plant.  FORTiX also has four fully managed network 
environments—managed dedicated services, managed shared servers, co-location 
and managed co-location. 

Centerlogic—Centerlogic is an experienced system integrator and a member of 
RAINS. Centerlogic implemented the initial integration of RAINS-Net 
technologies with the Multnomah County of Bureau Communications. 

Intel Corporation/Government Solutions—This group, which works extensively 
with government IT and industry standards groups globally, is a key RAINS-Net 
sponsor, supporter and contributor.  IC/GS has provided security architecture 
consulting to RAINS-Net, and is defining and procuring the server hardware for 
RAINS-Net programs (with a goal of obtaining mainly in-kind donations) 


